
Chapter 2

Microfoundations: Nuclear
Weapons and the Bargaining
Model of War

In looking at the history of nuclear proliferation, two stylized facts are clear.
First, rising states benefit from developing a nuclear arsenal, otherwise they
would not spend billions of dollars on such projects. And second, declining
states actively want to avoid proliferation outcomes and are thus willing to
pay large costs to limit the number of nuclear states in the world. Combined,
these two factors indicate that a complete theory of nuclear proliferation and
nonproliferation explains why states reach do not reach a bargain. As such,
this book turns to bargaining theory to provide answers.

However, before the book can begin the modeling process, it first needs
to establish why rising states want nuclear weapons and why declining states
want to quash those programs; otherwise, the book risks modeling topics un-
related to the nuclear problem. Fortunately, a vast literature explores these
issues; unfortunately, researchers reach vastly different conclusions, poten-
tially complicating the modeling process.

In brief, one side of the literature suggests that nuclear weapons coerce
concessions from rivals, forcing those opponents to take actions that they oth-
erwise would not. This can result from two separate mechanisms. First and
most straightforward, nuclear weapons have incredible destructive power and
thus are militarily threatening (Betts 1987; Trachtenberg 1985; Pape 1996,
35-38). Recognizing that nuclear weapons alter the balance of power, rivals
shift concessions to nuclear states to avoid war. Second, nuclear weapons
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states can engage in “brinkmanship,” escalating crises and increasing the
likelihood of an unavoidable nuclear strike against military or civilian tar-
gets. While such threats are difficult to make credible, the “threat that leaves
something to chance” nevertheless encourages rivals to concede issues and end
the possibility of disaster. Moreover, because nuclear weapons are so destruc-
tive, compellent coercion can succeed even if the chance of nuclear disaster
is small at any given time.1 And outside of the theoretical literature, policy
makers have believed that nuclear compellance is an important bargaining
strategy (Gaddis 1987, 108-110; Truman 1955, 87). Indeed, Beardsley and
Asal (2009) find empirical support for nuclear weapons states prevailing more
often in conflict.2

The other side counters that compellent threats are not credible and that
nuclear weapons only deter rivals; in other words, proliferation is merely
useful in preserving the status quo.3 From this perspective, successful com-
pellence is challenging because nuclear weapons are perhaps tactically and
strategically useless (Sechser and Fuhrmann 2013, 177-178). To wit, because
nuclear explosions poison the surrounding land with radiation, a state can-
not credibly threaten to launch a nuclear attack on enemy forces unless those
troops vacate a territorial possession. This forces the aggressor to instead uti-
lize countervalue strategies; namely, a nuclear weapons state could threaten
to bomb its rival’s capital unless the rival surrenders outlying territories. But
given the taboo against nuclear weapons (Tannenwald 1999), such counter-
value strikes strain credulity due to the risk of international backlash. These
nuclear skeptics also have some support among policymakers (Trachtenberg
1985, 137).

From a modeling perspective, this debate is problematic because it seem-
ingly forces the modeler to make a decision. Are nuclear weapons useful for
compellent threats? Or are they only useful for deterrent threats? A model
that speaks to one side might not speak to the other, forcing the modeler to

1This literature is extensive and nuanced. Schelling (1960, 187-204) gave the first
discussion of brinkmanship and threats left to chance. Other theorists have refined the
concept in various ways (Jervis 1989; Powell 1987; Powell 1988; Powell 1989; Powell 1990),
but a common theme remains: nuclear weapons force concessions.

2Kroenig (2013) also finds empirical support for the theory that the size of the arse-
nal matters—states with nuclear superiority over other nuclear-armed states fare better
in crises. See Brodie 1959 (321-327) for difficulties in keeping war limited with atomic
weapons, especially against other nuclear states.

3Compellence and deterrence date back to Schelling (1960, 193-199; 1966, 69-72).
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develop two separate theories or risk alienating one side of the debate.

Luckily, this chapter shows that the compellence versus deterrence de-
bate is a false dilemma from a bargaining perspective. A single model can
encapsulate both types of threats. Even better, that model is the standard
bargaining model of war (Fearon 1995).

The logic is as follows. Credible compellent threats increases the value of
p, the parameter normally used to represent one side’s probability of winning
a war. In contrast, credible deterrent threats do not effect the probability
of winning but rather increase the value of a post-war settlement in the
event of a loss since a conquering state must worry that a complete invasion
will trigger a nuclear response. Rivals thus lower their war aims, in turn
increasing the war payoff for the state with the deterrent threat.

However, this chapter shows that a better bargaining position is formally
equivalent to having a larger value of p. Consequently, from a bargaining
perspective, nuclear proliferation increases a proliferator’s p value regardless
of whether the mechanism is through compellent or deterrent threats (or
both). As such, researchers ought to drop the interpretation of p as the
probability of victory; rather, it is the average outcome of war.

Using this modeling trick has two major benefits. First, this chapter
bridges the gap between nuclear threats and crisis bargaining so that the
remaining chapters can “stand on the shoulders of giants” and incorporate
decades of research into a theory of bargaining over proliferation. Second,
the new theories this book develops are easily comparable to past research,
making it easier to spot where conventional assumptions leads researchers
astray. As such, the remainder of the book will adopt the formulation.

This chapter proceeds as follows. The next section provides a simple
motivating example to illustrate why the bargaining model of war implicitly
covers both compellent and deterrent threats. The section after generalizes
the results from the motivating example. The chapter concludes with a brief
discussion of how to apply the result.

2.1 Intuition: Credible Threats in Crisis Bar-

gaining

The conventional framework on the bargaining model of war is as follows.
Two states, R (a rising state) and D (a declining state), bargain over a good
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standardized to value 1. If the states cannot agree on a negotiated settlement,
they fight a war. R wins with probability pR and D wins with complementary
probability; the victor obtains the entire good and the loser receives nothing.
War is costly; states pay respective costs cD, cR > 0 if they fight.

Let the payoff pair (x, 1−x) be R’s and D’s respective shares of an efficient
negotiated settlement. Working through their expected utility calculations,
a division x ≥ pR− cR satisfies R while 1−x ≥ 1−pD− cD satisfies D. Thus,
x is mutually satisfactory if and only if x ∈ [pR − cR, pR + cD]. This interval
is called the bargaining range.

These war payoffs affect the credibility of threats. Let q be the status quo
distribution of the good. If q falls within the bargaining range, compellent
threats from both sides are inherently incredible. Although both would prefer
shifting the status quo in their favor without escalating to war, suppose R
demanded more of the good from D. When D decides whether to acquiesce, it
must anticipate R’s reaction to noncompliance. Yet if D stands firm and R’s
only alternative is war, following through on the threat yields pR − cR. This
is less than what R receives from preserving the status quo. Consequently,
D safely ignores the threat.

Now imagine that R successfully developed nuclear weapons and could
credibly threaten to use them offensively, as the compellence literature ar-
gues. Then the destructive power of nuclear weapons shifts pR to a larger
value, say p′R. Here, a division x is mutually satisfactory if and only if
x ∈ [p′R − cR, p

′
R + cD].

4 Consequently, if the status quo division q is in
[pR − cR, pR + cD] but not in [p′R − cR, p

′
R + cD], D must give R concessions

to avoid war after R has proliferated. In turn, compellent threats follow the
general framing of the bargaining model of war, namely that pR represents
R’s probability of victory in combat.

Alternatively, scholars who argue that nuclear weapons are only useful
for deterrent threats might take issue with that interpretation. Under their
framework, nuclear weapons cannot shift the probability of victory and thus
seemingly have no effect on the bargaining range.

However, such an inference relies on too strict an interpretation of cri-
sis bargaining’s mechanics. While pR normally represents R’s probability of
victory, it is equivalent to the average outcome of war. Although this distinc-
tion is normally inconsequential, the dynamics of nuclear deterrence require

4The values for the range assume that the costs of war remain static in this example.
Relaxing this is inconsequential to the core argument.
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Figure 2.1: The probability of reaching particular outcomes in a war over
territory. The expected border is the weighted average of the three outcomes,
or 2

3
.

the second interpretation. Indeed, nuclear weapons may not directly compel
rivals to give concessions, but they may deter certain behaviors within a con-
flict. This has a first order effect of shifting bargaining power in favor of their
possessors and second order effect of making compellent threats credible.

To see why, suppose bargaining has broken down between R and D. In
accordance with the standard model, they fight a war over a strip of territory
standardized to value 1. For now, suppose three outcomes are possible: (1)
R completely defeats D militarily, (2) D completely defeats R militarily, or
(3) the parties fight to a stalemate. In the first two cases, the winner is free
to divide the strip of territory in any manner; naturally, without any other
relevant considerations, the winner will take everything and leave the loser
with nothing. In the case of a stalemate, both sides split the territory evenly.
For further concreteness, as Figure 2.1 illustrates, suppose D wins with prob-
ability 1

2
, R wins with probability 1

6
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the time.

That information is sufficient to calculate each side’s expected territorial
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So D receives two-thirds of the territory and R receives the remaining
one-third. Consequently, if the states were to bargain before descending
into war, D would need to receive at least two-thirds of the territory minus
its costs of fighting; R would need to receive at least one-third minus its
cost of fighting. In terms of the bargaining model of war, [1

3
− cR,

1
3
+ cD]

represents the bargaining range, where cD and cR represent the respective
costs of conflict.

Now consider a world in which R develops nuclear weapons. Consis-
tent with research that is skeptical of nuclear weapons’ ability to win wars,
suppose the probability each side wins or stalemate occurs remains static.
However, upon militarily defeating R, D’s leadership must decide where to
draw the new border. Whereas before D could occupy the territory in its
entirety, nuclear weapons complicate the issue by forcing R to restrict its
war aims. As Schelling (1966, 36) notes “the difference between the national
homeland and everything ‘abroad’ is the difference between threats that are
inherently credible, even if unspoken, and the threats that have to be made
credible.”5 In general, credible deterrence at home faces far fewer challenges
at home than when extended abroad.

Along those lines, despite being skeptical of nuclear compellent threats,
Sechser and Fuhrmann (2013, 177-178) take a moderate position overall:

[It is not] that nuclear threats can never be credible: a state facing
imminent conquest, for example, probably would be willing to pay
the [international backlash] costs of inflicting nuclear punishment
in order to defend itself. Nuclear deterrent threats therefore may
be credible, particularly when one’s survival is at risk.

So if D chooses to conquer all of R’s territory, R could credibly retaliate
with a nuclear strike. In turn, D would be better off maximizing its territorial
gains without exceeding R’s level of tolerance.6 In other words, D must limit
its war aims, similar to how Egypt limited its aims to the Sinai Peninsula in

5See also Quester 1989 (63) and Zagare and Kilgour 2000 (305).
6An alternative interpretation is that the more D conquers, the higher the chance R

will inadvertently launch a nuclear weapon, perhaps because invasion leaves forces in a
“now or never” position. In this case, D’s maximization problem compares the value of
another portion of land relative to the likelihood and cost of suffering nuclear devastation.
Even if an accidental strike is very unlikely, the costs to a conquerer would be enormous,
especially if the weapon struck its capital city or other highly populated area. This would
lead the conquerer to be conservative in its territorial ambitions.
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the Yom Kippur War and in contrast to wars before Israel had developed a
nuclear deterrent (Paul 1995, 707; Solingen 2007, 189). Although this level
of tolerance could theoretically be anywhere on the interval, suppose for the
sake of simplicity that it is at 1

2
, the same division as a military stalemate.

Now winning the war becomes less valuable for D since it can no longer take
the entire interval. Thus, its expected share drops to:(
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Meanwhile, because R never incurs its worst outcome, R’s expected share
jumps to: (
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As such, the range of Pareto dominant settlements has shifted in R’s fa-
vor to [ 7

12
− cR,

7
12

+ cD]. In the standard interpretation of crisis bargaining,
7
12

represents the probability of winning. The probability has shifted, yet
nuclear weapons did not affect the military outcome in the above formula-
tion. Rather, their deterrent value limited the winner’s ability to impose any
settlement, which led to R receiving a better outcome in expectation. But
this has a second-order effect in crisis bargaining: with R’s worst outcome no
longer possible, R is willing to behave more aggressively at the bargaining ta-
ble. Whereas previously it would accept settlements that gave D two-thirds
of the territory, now (for sufficiently low costs) it would prefer fighting a war
instead.

Interestingly, from a formal perspective, this is identical to saying that nu-
clear weapons increase their possessor’s chances of winning, as would be the
standard compellent interpretation. The disconnect here is that researchers
normally interpret p as a state’s probability of victory. Here, the more nu-
anced interpretation is that it represents the average outcome of war.

2.2 Generalizing the Result

The remaining question is whether the average outcome of war is formally
equivalent to the probability of victory in a general setting. As it turns out,
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the answer is yes, at least in the case where states are risk neutral. Let pR and
pD be each state’s probability of victory. Mathematically speaking, because
these are merely probabilities, the only requirements are that pR, pD ∈ [0, 1]
and pR+pD ≤ 1.7 Thus, the task is to show that pR as R’s average outcome of
war and pD as D’s average outcome of war maintains those same properties.

The intuition is straightforward in the case of risk neutral actors: since
the average share of war is a division between 0 and 1, the properties in-
herently follow.8 Formal proof requires consideration of two cases: (1) war
outcomes follow a discrete distribution and (2) war outcomes follow a con-
tinuous distribution.

First, consider the discrete case. Let X = {x1, ..., xn} be a vector of
all n possible ex post divisions of the bargaining good, where a division
xi ∈ [0, 1] represents R’s share of the bargaining good. Each outcome xi ∈ X
corresponds to a probability pi such that Σn

i=1pi = 1; that is, the probabilities
of all possible outcomes sum to 1.

These simple preliminaries are sufficient to calculate each state’s expected
utility for the bargaining good if they fight. In each outcome, R receives xi

and D receives at most 1− xi. Thus, R’s expected utility for the bargaining
good is merely the weighted average of all possible outcomes, or:

n∑
i=1

pixi

D’s maximum possible expected utility for the bargaining good is defined
analogously:

n∑
i=1

pi(1− xi)

Note these two values sum to 1. Moreover, since pi ≥ 0 and xi ∈ [0, 1], the

7If R winning and D winning are the only possible outcomes, then pR + pD = 1. This
chapter uses the more general inequality because some models of war (Powell 2006) treat
war as destroying some of the pie, which is mathematically equivalent to saying that both
sides “lose” with some probability.

8Note that the fundamental results from Fearon 1995 rest on the assumption that states
are weakly risk-averse; that is, the gamble of war does not produce some surplus for the
states. Similar results hold if the states are risk-averse; rather than interpret pR as R’s
average expected share of the good, it is the average risk-equivalent outcome. Because the
proof is more cumbersome in this case, this chapter’s appendix covers it.
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expected utilities for the bargaining good are both non-negative. Therefore,
this method of calculation meets the formal equivalency requirements.

Continuous distributions produce similar results. Let p(x) be a contin-
uous probability distribution over war outcomes. Then the expected utility
functions for each player’s share of the war outcome remains the weighted
average of those war outcomes. Formally, R’s is:

uR =

∫ 1

0

p(x)(x)dx

And D’s maximum possible expected utility equals:

uD =

∫ 1

0

p(x)(1− x)dx

Now consider why the expected utility functions are individually no greater
than 1 and sum to a value no greater than 1. To see the individual expected
utility functions are no greater than 0, note that because p(x) is a well-
behaved probability distribution, p(x) ∈ [0, 1] for all x. Since x ∈ [0, 1] as
well, the area of the integral can be no larger than the unit square. In turn,
an individual expected utility cannot exceed 1.

Showing the following is all that remains:∫ 1

0

p(x)(x)dx+

∫ 1

0

p(x)(1− x)dx ≤ 1

Using the additive and negation properties of integration, the left side of
the inequality becomes:∫ 1

0

p(x)(x)dx+

∫ 1

0

p(x)−
∫ 1

0

p(x)(x)dx∫ 1

0

p(x)

Because p(x) is a valid probability distribution and p(x) = 0 for all x

less than 0 or greater than 1, it must be that
∫ 1

0
p(x) = 1. Therefore, since∫ 1

0
p(x)(x)dx +

∫ 1

0
p(x)(1 − x)dx ≤ 1 holds, the probability of victory is

formally equivalent to the average outcome of war.
The appendix shows that similar results hold if the states are risk-averse.

In that case, the probability of victory instead represents the average risk-
equivalent outcome. Substantively, given that deterrent threats guarantee
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states minimum payoffs even in the event of a loss, risk aversion makes nuclear
proliferation more desirable. This is because risk-averse states value the
first increments of their share of the bargaining good more than the last
increments. In turn, just as risk-averse individuals are willing to pay greater
premiums on insurance, risk-averse states are willing to pay greater amounts
to secure a minimalist share of the bargaining good.

2.3 Applying the Result

This chapter’s results have three main implications. First, the standard
model of crisis bargaining implicitly covers deterrent threats as well as the
more straightforward compellent threats. The key intuition is that a state’s
probability of winning is equivalent to its average share of the bargaining good
that war produces. Indeed, because the second interpretation is broader, this
chapter indicates that researchers ought to stop interpreting p as a probability
of victory altogether.9 Later chapters will thus adopt the average outcome
interpretation.

Second, it is important to differentiate the first order effect of credible
deterrence from its second order effect. Deterrence primarily convinces rivals
not to challenge the status quo due to the threat of excessively costly re-
taliation. However, this creates secondary incentives for states with effective
deterrent threats. Because effective deterrence limits a state’s punishment for
initiating a war and losing, attacking subsequently becomes more attractive.
This indicates that successful deterrence leads to successful compellence.10

Finally, this chapter does not argue that political scientists should be un-
interested in the nuances of compellence and deterrence. It may seem that
this model provides a resolution between the recent and seemingly contra-
dictory empirical results from Kroenig (2013) and Sechser and Fuhrmann
(2013). It does not. Despite their equivalency from a bargaining perspective,

9Some researchers already use this convention. See Arena and Wolford 2012, Arena
and Bak 2013, and Arena and Hardt 2013.

10That said, nuclear weapons may not always improve compellent bargaining position
in this manner. In asymmetric wars, weak states cannot credibly threaten to invade their
more powerful opponents. Nuclear weapons consequently provide no additional deterrent
power in these situations and in turn provide no additional compellent power either. For
example, while the United States could credibly threaten to conquer territory in Korea,
Vietnam, Afghanistan, and Iraq, those opponents could not have reasonably invaded the
United States regardless of America’s nuclear deterrent.
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compellent and deterrent threats still require certain conditions to be met
to be credible. Without this credibility, a nuclear weapons state gains no
additional bargaining leverage. Consequently, political scientists still need to
understand when both types of threats are credible, which in turn requires
studying each in isolation.

2.4 Appendix

The main text showed that the average outcome of war is formally equivalent
the probability of victory if the actors are risk neutral. This appendix proves
an analogous result with risk-averse preferences. Due to this preference over
risk, the interpretation is slightly different: the probability of victory is the
risk-equivalent of the lottery of outcomes.

First, consider the discrete case. Let uR and uD be the states’ risk-averse
utility functions, i.e., uR and uD are bijective concave on the domain [0, 1].
Without loss of generality, set uR(0), uD(0) = 0 and uR(1), uD(1) = 1. In
addition, let vR, vD ∈ [0, 1] be a state’s alternative to war.

Using the analogous definition from the body of the chapter, formal equiv-
alence holds if there exists a payoff vector (vR, vD) that meets the following
conditions:

1. vR + vD ≤ 1

2.
∑n

i=1 piuR(xi) = uR(vR)

3.
∑n

i=1 piuD(1− xi) = uD(vD)

The first condition ensures that the sum of the risk-equivalencies does not
exceed the total amount of the bargaining good; in other words, war produces
no surplus. The second and third conditions require that the utility of these
values equals each state’s expected utility of war. Since the utilities range
from 0 to 1 and the expected utilities of war range from 0 to 1, such values
exist. The question is whether they can hold while still fulfilling (1).

The proof is direct. Solving for vi in equations (2) and (3) and substituting
them into inequality (1) yields the following:

u−1R

(
n∑

i=1

piuR(xi)

)
+ u−1D

(
n∑

i=1

piuD(1− xi)

)
≤ 1
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Consider the value
∑n

i=1 pixi +
∑n

i=1 pi(1− xi). Arithmetic manipulation
shows that this is equal to 1. Making that substitution, the vector exists if:

u−1R

(
n∑

i=1

piuR(xi)

)
+ u−1D

(
n∑

i=1

piuD(1− xi)

)
≤

n∑
i=1

pixi +
n∑

i=1

pi(1− xi)

Jensen’s inequality ensures the first term of the left side of the inequality
is no greater than the first term on the right side and that the second term
on the left side is no greater than the second term on the right side.11 Thus,
the inequality holds, so such a vector exists.

The continuous case follows similarly. The task here requires showing a
payoff vector (vA, vB) exists that meets the following conditions:

1. vR + vD ≤ 1

2.
∫ 1

0
p(x)uR(x)dx = uR(vR)

3.
∫ 1

0
p(x)uD(1− x)dx = uD(vD)

As before, the proof is direct. Solving for vR and vD in equations (2) and
(3) and substituting them into inequality (1) yields the following:

u−1R

(∫ 1

0

p(x)uR(x)dx

)
+ u−1D

(∫ 1

0

p(x)uD(1− x)dx

)
≤ 1

Consider the value
∫ 1

0
p(x)(x)dx +

∫ 1

0
p(x)(1 − x)dx. Manipulating the

integrals shows that this equals 1. Making that substitution, the vector
exists if:

u−1R

(∫ 1

0

p(x)uR(x)dx

)
+ u−1D

(∫ 1

0

p(x)uD(1− x)dx

)

≤
∫ 1

0

p(x)(x)dx+

∫ 1

0

p(x)(1− x)dx

Once more, Jensen’s inequality ensures the first term of the left side of
the inequality is no greater than the first term on the right side and that the

11That is,
∑n

i=1 piuR(xi) ≤ uR(
∑n

i=1 pixi) and
∑n

i=1 piuD(1 − xi) ≤ uD(
∑n

i=1 pi(1 −
xi)).

24



Bargaining over the Bomb William Spaniel

second term on the left side is no greater than the second term on the right
side. Therefore, such a vector exists.

In either the discrete or continuous case, p is the risk-equivalent average
outcome of war; the more risk-averse the states are, the lower their expected
utility for fighting. This is why mutually preferable negotiated settlements
exist even when war is not costly in a direct sense.
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