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Abstract

Latent nuclear capability is a concept of central importance to proliferation scholars.

However, because nuclear latency is inherently unobservable, a number of issues plague

existing existing measures. To overcome them, we adopt a statistical approach well-suited

to the estimation of unobservable quantities and apply it to the study of nuclear latency.

Specifically, we develop a model grounded in item-response theory that recovers an esti-

mate of this unobserved capability. By estimating the model in a Bayesian framework,

we also assess the inherent uncertainty of our measures. Throughout, we demonstrate a

number of ways in which our scores improve upon the additive-indexing approach taken

in existing measures of nuclear capability. In particular, our estimates provide informa-

tion about activities related to nuclear production in addition to information about state

capability. For example, the estimates indicate, contrary to existing arguments, that the

possession of enrichment sites is a relatively poor indicator of nuclear capability. We also

demonstrate the utility of these scores for empirical scholars with applications. Finally,

we provide user-friendly code for researchers to reestimate these scores as new data on

state activity becomes available.
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1 Introduction

For decades, scholars have understood that nuclear weapons are a critical independent variable

in international outcomes. Recently, however, research has indicated that latent nuclear

capacity is important as well because it determines the domain of potential nuclear states

(Sagan (1996, 57-61); Hymans (2006)), alters the speed and cost of proliferation (Sagan

(2010); Benson and Wen (2011)), incentivizes preventive war (Debs and Monteiro, 2014),

and elicits concessions from rivals (Spaniel, 2015). Recognizing the theoretical significance

of latent capacity, a handful of scholars have measured this hidden trait using observable

characteristics of states (Meyer (1986); Stoll (1996); Jo and Gartzke (2007); Fuhrmann and

Tkach (2015)). These results have proven fruitful in finding determinants of proliferation,

explaining deterrence (Horowitz, 2013), and understanding dual-use technology (Fuhrmann,

2012).

Due to these efforts, we are today blessed with a wealth of data on nuclear capabilities.

For example, Jo and Gartzke’s (2007) dataset (which extended prior work from Meyer (1986)

and Stoll (1996)) measures factors such as possession of uranium and generation of massive

amounts of electricity. They also catalogue states with ongoing nuclear weapons programs.

Gartzke and Kroenig (2009) carefully records the years states possessed deliverable nuclear

weapons. Fuhrmann and Tkach (2015) measure the size and quantity of enrichment facilities,

along with the degree of international assistance (or interference). And the International

Atomic Energy Agency tracks a variety of nuclear facilities and compliance to international

safeguards.

Nevertheless, at present, nuclear latency is poorly understood (Sagan, 2010). Aggregation

is an inherent challenge. Jo and Gartzke (2007) develop a simple 0 to 7 composite mea-

sure of their factors; this cannot distinguish the relative difficulty of each component in the

proliferation process. Meanwhile, Fuhrmann and Tkach (2015) drop the composite measure

for a simple binary variable indicating whether a state has an active uranium enrichment or

plutonium reprocessing facility on its soil. While access to fuel is a key hurdle to prolifera-

tion (Sagan, 2010), it is certainly not the only one. An ideal measure of nuclear capability

would therefore provide information about the difficulty of various nuclear-related activities.

Otherwise, the measure may implicitly place simple processes on the same level as the most

difficult barriers to proliferation.

Reticence is a second challenge. States may forgo some nuclear-related activity despite

their ability to engage in it. Japan, for example, has one of the largest nuclear infrastructures

in the world. Few doubt it could develop a nuclear weapon. Yet Japan has not proliferated,

while North Korea—a poor and technologically challenged state—tested its first bomb in
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2006. Some activities may therefore be better indicators of nuclear capability than others,

independent of their difficulty. In turn, even if a measure contained a great number of nuclear

activities, the accuracy of estimates of states’ capabilities would vary wildly depending upon

which specific activities they took part in.

Observability is a third challenge. Latent nuclear capacity is a conceptual idea. It is

inherently unobservable. We can only see the consequences of nuclear latency, and scholars at

present use these observable characteristics to build measures of capacity. But this creates an

inherent uncertainty in developing such a measure. This does not mean that observable char-

acteristics are worthless. Rather, it implies that capacity measures can only estimate a state’s

true underlying capability. Accordingly, use of such an estimated quantity to draw statistical

inferences that does not explicitly account for the presence of this estimation uncertainty risks

drawing false or biased conclusions.

While each of these difficulties with existing measures raise serious concerns, they are not

insurmountable. Because many concepts in the social sciences are inherently unobservable,

scholars have developed a number of tools to deal with these precise issues. In particular,

previous studies of legislator ideology (Poole and Rosenthal, 1991), the preferences of Supreme

Court justices (Martin and Quinn, 2002), state preferences in the United Nations General

Assembly (Bailey, Strezhnev and Voeten, 2013), democratic institutions (Pemstein, Meserve

and Melton, 2010), and alliance commitments (Benson and Clinton, 2014) have adopted a

latent-variable approach to measurement to overcome these problems. Each of these studies

poses the inherently unobservable quantity of interest as a latent trait of the actors and

gleans information about this trait through the application of an appropriate statistical model

to observed actions. Through this approach, previous work has reframed the problem of

measuring unobservable traits away from the construction of proxy variables in favor of more

theoretically grounded measures that allow the data itself to provide the relevant information

to the analyst.

Our paper furthers the study and measurement of nuclear latency through the use of this

approach, reframing the problem as one of estimating a latent, unobservable trait. To do

this, we provide a new dataset of estimated latent capabilities which we call ν-CLEAR. By

adopting a latent-variable model grounded in item-response theory and taking a Bayesian

approach to estimation, we provide solutions to all of the aforementioned difficulties. In

particular, our statistical model produces not only estimates of the latent nuclear capabilities

of states, but also estimates of the difficulty of each activity, as well as an estimate of how

indicative each activity is of underlying nuclear capacity. Because our estimation utilizes

Bayesian techniques, the posterior density we provide can be used to obtain straightforward

measures of uncertainty of each of our quantities of interest. We also provide the tools for
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users to add or subtract component activities from these scores, allowing them to evolve in

parallel with new data collection efforts and theoretical advances.

The results provide new insights on the barriers to nuclear proliferation. The item-response

theory approach indicates that activities such as uranium enrichment, reprocessing, and civil-

ian power plants are relatively poor discriminators of nuclear capacity. Put differently, a

state not engaging in these activities tells us little about its underlying nuclear capability.

In contrast, the production of nitric or sulfuric acid (key to nuclear munitions) is a much

stronger indicator. All told, these results paint a more nuanced picture of both latent nuclear

capability, as well as the determinants of this capability. By estimating both latent capability

and the relative importance of each activity in determining capability simultaneously, our

item-response approach allows the data to speak on issues that have been a topic of debate

among nuclear scholars for some time.

We proceed as follows. The next section details existing latent capacity measures, moti-

vates the importance of good latency measures, describes the Bayesian statistical approach

formally, and covers the data we use in the model. Our third section then gives our results,

highlighting new findings and comparing the measure to an existing additive index provided by

Jo and Gartzke (2007), highlighting the flexibility and theoretical advantages of our approach.

We then analyze the difficulty and importance of each of our variables.

To conclude, we demonstrate the utility of the scores for empirical scholars by assessing

the robustness of two existing results in the face of our new measure of nuclear capability.

First, we revisit the analysis of Jo and Gartzke (2007), demonstrating that our scores generate

empirical findings in line with their additive index, even when accounting for the estimation

uncertainty produced by these new latent capability scores. Next, we consider the analysis of

Fuhrmann and Tkach (2015), demonstrating that our measurement of nuclear latency suggests

a different result. This is despite the fact that our measure incorporates information from

the dataset used to assess the hypotheses in the original paper. In light of these replication

exercises, we note that use of the ν-CLEAR can assure scholars that inferences they draw

about the consequences of nuclear latency are not driven by overprecision induced by the

use of proxy variables or by an undue reliance on a single source of information on latent

capability.

2 Measuring Latent Nuclear Capability

Researchers have provided a number of measures of nuclear capabilities. Uniting the most

commonly used measures in the existing literature is the additive-indexing approach. Using

this strategy, scholars collect information on a number of activities related to nuclear weapons
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production, then generate a set of dummy variables according to a coding rule for each country-

year indicating which activities are observed. Next, the index generates a measure of latent

nuclear capability by summing these dummy indicators within each country-year. Thus, the

score for a given country-year is simply a count of the number of activities observed by that

country in the given year. These indices provide easily interpretable proxies for unobserved

latency. More specifically, the higher a state’s score is under the additive index, the higher

the unobserved latency.

Jo and Gartzke (2007) provide an emblematic example of such a measure. This dataset

extends previous work from Meyer (1986) and Stoll (1996) to measure the capability of states

to engage in nuclear proliferation. While this system has provided scholars with a benchmark

for assessing nuclear capability, it suffers from a number of the pitfalls described in the previous

section. In particular, Jo and Gartzke (2007) develop an additive index, summing together the

number of activities a state participates in in a given year as a measure of nuclear capability.

While this measure is no doubt a useful proxy, it relies on strong assumptions about the relative

characteristics of the activities that do not appear theoretically plausible. Specifically, this

measure, like any additive index, assumes that each activity is equally difficult and an equally

valid indicator of latent nuclear capability.

To highlight the problems with this strategy, consider how the additive-indexing approach

would treat two states, one whose only observed activity was a successful nuclear weapons test,

and the other whose only observed activity was the ability to produce over 200 megawatts

of electricity. It seems intuitive that a successful nuclear weapons test and the ability to

generate electricity paint different pictures of latent nuclear capacity. However, under an

additive-indexing approach, these two states would both receive a score of 1.

One way to overcome this consequence of the implicit assumptions of the additive-indexing

approach is to assign relative weights to the activities so that each activity does not contribute

equally to a measurement of latent nuclear capacity. However, this solution creates a new

problem: how does one accurately assign weights? Should a successful nuclear test be weighted

twice as heavily as electrical production? What about other indicators of latent capability?

Without a principled way to assign these weights, the analyst has simply traded one problem

for another.

Fortunately, the statistical model implemented in this study overcomes this issue by esti-

mating the weights themselves. In this way, our approach is to “let the data speak,” rather

than assigning weights arbitrarily, or by appealing to theoretical arguments about the relative

technical importance of various components of nuclear production technology. The model pre-

sented below achieves this through the estimation of difficulty and discrimination parameters

for each observed activity.
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A second issue with the additive-indexing approach is that it only produces a single score

for each state. To phrase this problem in the language of estimation, this means that this

approach is only capable of producing a “point estimate” of the true quantity of interest.

Thus, existing measures lack an ability to explicitly account for the inherent uncertainty

involved in operationalizing a complex concept such as nuclear capability.

By estimating a statistical model of latent nuclear capability, we again “let the data speak,”

obtaining a measure of the uncertainty in our estimates. These measures of uncertainty allow

for an assessment of the robustness of existing findings which were unable to account for the

unavoidable “noise” that occurs when measuring an unobservable trait.

Despite the problems with existing measures, they provide scholars of nuclear proliferation

with a wealth of information. The number of data sources on nuclear-related activities of states

is a testament to the importance of this subject to both the scholarly and policy communities.

The breadth of information on the nuclear-related activities of states is both a blessing and

a curse for scholars wishing to develop useful measures of latent nuclear capability. While

having a large body of data to work with is useful, it is also unclear how to leverage this

wealth of information to develop a single score of capability in a way that is both tractable

and useful. Indeed, leveraging this information while avoiding the difficulties with existing

measures outlined above is our primary concern. The statistical approach we implement below

addresses this issue.

2.1 Statistical Model

We utilize a familiar setup for estimation of latent nuclear capabilities. Specifically, we lean on

tools developed in psychology to assess latent traits of individuals such as intelligence (Rasch,

1960). The model we utilize belongs to a framework known as item-response theory. This

framework uses the responses of individuals to “items”—which may be test questions, roll-call

votes, or in our application, activities related to the production of nuclear weapons—to recover

unobservable quantities of interest in a theoretically informed manner. In this way, just as a

student’s answers to test questions reveal information about their intelligence, or a legislator’s

voting record reveals information about their ideological preferences, a state’s performance

on activities related to nuclear production provides information about their ability to build

and maintain nuclear weapons.

The item response framework has already proven useful to political scientists.1 However,

1In the study of legislative voting, a number of studies have used the item-response approach to uncover
legislator ideology (Poole and Rosenthal, 1991; Clinton, Jackman and Rivers, 2004). Turning to a study of
the courts, Martin and Quinn (2002) use an item response approach to estimate the ideology of Supreme
Court justices over time. In addition to these applications, scholars of international relations have used this
framework to study voting patterns in the United Nations (Bailey, Strezhnev and Voeten, 2013).
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to our knowledge, we provide the first application of this approach to the study of nuclear

weapons capability. We believe that this application is well-justified as the item-response ap-

proach overcomes a major difficulty in assessing state nuclear capability. Specifically, nuclear

capability is a theoretically interesting feature of states, yet is inherently not directly observ-

able. The item-response approach is ideally suited to recovering a theoretically principled

estimate of such a quantity.

As such, the basic theoretical insight behind the model is simple. When a state has a

higher latent capacity, it is more likely to participate in a greater number of activities related

to nuclear production. This basic insight is the same as the motivation for the additive-

indexing approach. However, the simplicity of the item-response approach masks its subtlety.

In addition to estimating the latent capacity of states, the model also recovers estimates

of the relevance and difficulty of each activity. Thus, the item-response framework allows

us to overcome the shortcomings of additive indices, evaluating both states and activities

in our estimation of latent capacity. In particular, the item-response approach utilizes the

information in the data to weight the activities appropriately, removing this burden from the

analyst and eliminating the need for potentially unwarranted assumptions about the relative

importance of each activity.

With this in mind, we now turn to a more systematic description of the model and its

parameters. The model we adopt is a straightforward three-parameter item response model,

with a logit link function. Let i ∈ {1, ...., N} index individual states, t ∈ {1, ..., T} index time

period, and k ∈ {1, ...,K} index a set of K activities related to the production of nuclear

weapons. Thus, our data consists of a set of I × T × K values2, each a 0 or 1, with each

particular value indicated by ykit. A value of 1 indicates participation in activity k by state i

in period t, with a value of 0 indicating otherwise.

The most important quantity of interest in the model is a state i’s capability to produce

nuclear weapons at time t. In the model, we denote this by the parameter νit. However, we

are also interested in modeling how the activities differ. Following our previous discussion,

one way in which these activities may differ is in their difficulty. Thus, as is standard in item

response models, we estimate a second parameter, αk, which denotes the difficulty of activity

k. Using a logit parameterization, a simple model would assign the following probability of

activity participation, given a difficulty and capability as follows:

Pr[ykit = 1] = logit−1(νit − αk).

2This assumes that none of the data are missing. There is some missingness in the data we use for estimation,
but our approach is to simply not allow these missing activities to influence our estimate of a particular νit.
That is, we only include information on the observed activities from each country-year, and when an activity is
missing we simply omit it. This allows us to obtain estimates for every country-year from 1939 through 2001.
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Such a model has two of the substantive features that we desire. Holding νit fixed, increas-

ing the difficulty parameter αk decreases the probability that a state achieves participation

in a given activity ykit. Similarly, holding difficulty αk fixed, increasing the capability, νit,

increases the probability of state participation in activity ykit. To be more precise, in the case

where νit < αk, the probability of success in activity k is strictly below 0.5. As νit approaches

αk from the left, the probability of success approaches 0.5, with success occurring with prob-

ability strictly greater than 0.5 when the state overcomes the “difficulty barrier,” as is the

case when νit > αk.

While this simple, two-parameter setup is more flexible than a simple additive index, it

still lacks a key feature that we desire in our measurement. Specifically, we wish to have

some measure of the degree to which each activity separates capable states from incapable

states. One might imagine that an activity is difficult in general but not less difficult for states

with high nuclear capability. In this way, we wish to avoid the possibility that we are only

estimating the difficulty of activities, independent of the trait of interest.

For example, calculus questions may be difficult. However, adding a calculus question to

a literature exam would not separate students with good reading skills from those with poor

reading skills. Likewise, winning the FIFA World Cup is hard. But victory on the pitch tells

us nothing about a state’s ability to develop nuclear weapons. Thus, just because an activity

is difficult does not mean that an individual’s ability to overcome this difficulty is related to

the latent trait of interest.

To account for this potential problem, we require a modification of the model that allows

us to sort activities by how much nuclear capability helps states overcome the difficulties they

pose. As is standard, we call this parameter the discrimination of activity k. The inclusion of

discrimination parameters is commonplace in applications of item response theory. While the

items may vary in their difficulty, it is also possible that the items themselves are related to the

latent dimension of interest to varying degrees. If this is true, then it is necessary to include a

discrimination parameter, which weighs the degree to which the distance between the latent

trait (in this case νit) and the difficulty of the item (our αk) determines success or failure

on each item. Incorporating this into the model is especially important for the estimation of

nuclear capabilities, as a primary goal of this study is to evaluate not only capabilities, but

the activities taken as indicators of capability themselves.

Denoting the discrimination of item k with the parameter βk, we modify the model to

produce a standard three parameter item response model which we use for estimation:

Pr[ykit = 1] = logit−1[βk(νit − αk)].
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Figure 1: The influence of variations in β on the relationship between latent capability and
participation in an activity of difficulty α = 0.
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Explicitly adding βk to the model clarifies its function. As βk increases, the difference

between difficulty and capability becomes more pronounced, influencing the probability of

activity participation positively for states that have exceeded the difficulty threshold, and

negatively for states that have failed to do so. Figure 2 helps illustrate this effect with

predicted probabilities for an activity of difficulty α = 0 across a range of latent abilities.3

Each line represents a different value of our discrimination parameter, β. Note that as β

increases, the rate at which a state’s capability influences the probability of participation

increases. When β=0, all states behave the same, regardless of capability. In contrast, for

β = 12, high ability states participate in an activity almost deterministically. Similarly, for

high β, the lowest ability states almost never participate. This means that for high values

of β, factors other than a state’s latent capability have little effect on the probability of

participation.

As such, β parameterizes the extent to which participation in an activity is related to a

state’s capability. Substantively, a high value of β indicates that the associated activity is a

good indicator of nuclear capability. In contrast, a value of β close to 0 indicates that the

skills necessary to participate in that activity are not closely related to nuclear capability.

This means that our estimates for β provide insight into the relative importance of various

steps to nuclear proliferation.

For our analysis, we constrain each βk to positive values.4 This simply precludes the

possibility that some activities are easier for less capable states than for more capable states.

Just as the maker of a test intentionally aims to exclude questions that would be easier

to answer for students of low ability than for high ability students, we exclude activities

that would be easier for low-capability states. As such, the discrimination parameter has a

straightforward interpretation and proves useful for evaluation of nuclear activity. For this

reason, we refer back to Figure 1 to aid intuition for the results while discussing our estimates

of β in Section 3.

Before moving along to describe our data and estimation, it is important to note that this

model does not “stack the deck” in favor of rejecting the assumptions of the additive-indexing

approach. In fact, if the implicit assumptions of the additive-indexing approach hold in the

data generating process, then the estimated αk and βk terms will reflect this, returning latent

trait estimates that are substantively identical to the additive index. In other words, the

3Note that α = 0 is an arbitrary choice here and does not influence the substantive point of the graph.
Choosing another value, such as α = 1, would simply shift the point at which each predicted probability crosses
the threshold of 0.5 to the right.

4While estimation of the model with this constraint is much faster, we have also estimated the model
without this constraint. With this alternative estimation, each of the β parameters are well-separated from 0,
indicating that it is reasonable to make this restriction.
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additive index can be seen as a special case of the model presented above, in which all values

of αk are equal to one another, and each βk is equal to 1.

2.2 Data & Estimation

For our initial estimation of latent capacity scores, we utilize data from a number of sources.

First, we leverage the components of Jo and Gartzke’s (2007) additive index. These data

are comprised of an index of indicators of state participation in activities related to nuclear

weapons production. Second, following the recent work of Fuhrmann and Tkach (2015), we

include information on enrichment facilities. Here, enrichment facilities are defined as plants

which could be repurposed to produce fissile material for nuclear weapons. We supplement

these existing data sources with both data on successful nuclear tests and civilian power

plants.

As described in Section 2.1, we require binary data on a set of activities related to nuclear

weapons production. For this, we rely on fifteen indicators of state activity. Figure 2 illus-

trates the correlation between each pair of these variables. Importantly, this correlation table

indicates that each of the activities are positively correlated, although some only weakly so.

This is reassuring as it suggests that none of the activities are “substitutes” in the sense that

having completed one activity makes it less likely that a state completes another. We also

provide details of each of the indicators below, according to their descriptions in their original

dataset (where applicable):

• Uranium Possession: Indicator of uranium possession. Takes a value of 1 if a country

is known to have uranium deposits or has produced uranium in previous years. This

and the following six variables come from Jo and Gartzke (2007).5

• Metallurgical Capability: Indicator of capability to produce crude steel or aluminum.

This provides evidence of state ability to process uranium ore.

• Chemical Capability: Indicator of capability to produce nuclear munitions, specifi-

cally nitric or sulfuric acid.

• Nitric Production: An additional indicator of nuclear munitions capability, measuring

whether a country produces non-organic fertilizer.

• Electricity Production: Indicator of capability to produce electricity sufficient to run

nuclear weapons programs. Specifically, capability to generate at least 200 megawatts.

5More detailed information with respect to the coding of each of these indicators can be found at http:

//pages.ucsd.edu/~egartzke/data/jo_gartzke_0207_codebk_0906.pdf
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Correlation Table for Nuclear Activities
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Figure 2: The correlations of each component in our model. Sharper, darker ovals indicate
correlations closer to 1, while lighter circles indicate correlations closer to 0.
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• Nuclear Engineering: Indicator of possession of an active nuclear reactor for at least

three years.

• Explosive Production: Indicator of capability to produce electronics necessary for

explosive detonation. Specifically, whether a country assembles motors and produces

televisions or radios.

• Heavy Water Reactor (HWR) Civilian Power Plants: Indicator of whether a

country had a civilian power plant in commercial operation for the given year that used

heavy water in its fuel cycle. Such plants run on unenriched uranium, using heavy water

(deuterium oxide) to moderate the process. The nonproliferation regime views heavy

water plants as potentially troublesome, as operators can extract plutonium from the

spent uranium, giving such countries access to nuclear weapons fuel without mastering

the uranium enrichment process. However, operators must obtain a large supply of

heavy water to operate these facilities, either through the open market or by producing

it themselves. 14 countries have constructed such plants. We coded all data on civilian

power plants from the IAEA’s reference series.6

• Non-HWR Civilian Power Plants: Indicator of whether a country had a civilian

power plant in commercial operation for the given year that did not use heavy water in

its fuel cycle. Such plants can instead use light water or breeder reactors. 34 countries

have constructed non-heavy water plants.7 11 of these also had a heavy water plant at

some time.

• Uranium Enrichment: Indicator of whether a state operated a plant in the given

year that enriches uranium. Natural uranium contains only 0.72% of the U-235 iso-

tope; enrichment concentrates the U-235. Low-enriched uranium (with concentrations

of U-235 under 20%) can fuel light water reactor power production; highly enriched

uranium (with concentrations of U-235 exceeding 90%) are necessary for uranium-based

weapons. This category covers a wide-variety of enrichment strategies, including diffu-

sion and centrifuge techniques. Data on enrichment and reprocessing below come from

(Fuhrmann and Tkach, 2015).

• Reprocessing: Indicator of whether a state operated a plant in the given year that

reprocesses uranium previously used as fuel. Reprocessing collects plutonium, which

6http://www-pub.iaea.org/MTCD/Publications/PDF/RDS2-32_web.pdf
7This count includes Yugoslavia and Slovenia as distinct. As such, Serbia (Yugoslavia’s successor state as

coded by Correlates of War) lost its power plant in 1992 after Slovenia declared independence.
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state can use for a plutonium-based nuclear weapon or as a fuel for certain types of

reactors. It also reduces the quantity of nuclear waste created through the fuel process.

• Submarines: Indicator of whether a country had a commissioned nuclear submarine

(constructed by that country) in the given year. Five countries meet this criterion:

the United States (USS Nautilus, 1954), the Soviet Union (Leninsky Komsomol, 1958),

the United Kingdom (HMS Dreadnought, 1963), France (Redoutable, 1971), and China

(Type 091, 1974).8

• Weapons Program: Indicator of whether the state has an active nuclear weapons

program. Data come from Jo and Gartzke (2007).

• Test: Indicator of whether a country has a confirmed successful test of a nuclear bomb

that year or in any year prior.

• Nuclear Weapons: Indicator of whether or not a country has successfully produced a

nuclear weapon prepared for offensive delivery. While many studies use latent measures

as a means of predicting proliferation, we include possession of nuclear weapons to allow

the model to show how much more capable these states are. Note that there is variation

between possession and testing; India went more than two decades between detonating

the “Smiling Buddha” and producing a bomb, while Israel and South Africa never had

a confirmed test.9 Data come from Gartzke and Kroenig (2009).

While these indicators provide a reasonable start, we do not claim that they exhaust every

possible indicator of nuclear capability. While we rely on these data at the moment, a strength

of our approach is its flexibility. With little effort, additional data can be incorporated into

the estimation procedure. In fact, we provide user-friendly code, implemented in R using

the Stan modeling language (Carpenter, Gelman and Hoffman, N.d.), to allow scholars to

utilize this approach to develop alternative formulations of nuclear capability scores.10 All

that is necessary to modify the scores we present is to provide a properly formatted dataset

of activity indicators. By providing this code, we hope to contribute to the debate on the

determinants of nuclear weapons capability by providing both transparency and clarity. Data

for many important latent nuclear factors are secretive in nature. Thus, if users foresee

problems with the scores we provide and have newly available raw data, this code will allow

for straightforward reestimation in subsequent studies.

8This excludes India, which has leased a Soviet and Russian submarine. Both India and Brazil have native
submarine programs in development.

9There is speculation that the “Vela Incident” was the result of a nuclear detonation cosponsored by the
two countries, though.

10Code available upon request.
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2.2.1 Estimation

Because we desire a capability score for each country-year along with a difficulty and discrimi-

nation parameter for each activity, we require the estimation of a large number of parameters.

In particular, we have 8086 country years, and 15 activities, which results in 8116 parameters

that must be estimated. Because of this, we adopt a Bayesian approach which is well-suited

to problems of this kind.

In particular, we estimate the model using the Stan modeling language, as implemented

in the RStan package (Carpenter, Gelman and Hoffman, N.d.). Stan performs estimation

via Hamiltonian Monte Carlo. The results presented in the following sections are the result

of 3 parallel chains, each with 10,000 draws after a burn-in period of 5000 draws. Standard

diagnostics indicated convergence.

Of course, without some normalization this model suffers from identifiability issues. Specif-

ically, the scale, location, and direction of the parameters are not well identified. To see why

this is the case, consider how a model can suffer from rotational invariance. This problem

arises if an arbitrary direction is not specified, as multiplying all of the parameters by −1

does not result in a change in the likelihood. In the context of roll-call voting, this issue arises

because the direction of liberal and conservative ideologies is arbitrary, with either direction

being appropriate. As such, the analyst must constrain the model to produce well-behaved

estimates. Similarly, the posterior distribution can be “scaled” up or down by spreading out

the estimates to maintain the mean but increase the standard deviation with no effect on

fit. To fix these various identification issues, we imbue the parameters with the following

semi-informative priors as is standard:

• α ∼ N(0, 3)

• β ∼ lognormal(0, 1)

• ν ∼ N(0, 1)

These priors identify the scale, location, and direction of the parameters, allowing for

estimation. The normalizations provided by these priors also aid in interpretation of the

results. For example, the prior belief on ν centers the posterior with a mean at 0 and a

standard deviation of 1. Thus, if the point estimate for a state’s capability is near 0, that

state is of roughly average capability.11 However, this prior certainly does not constrain the

estimates to have a normal distribution. In our presentation of the results, we demonstrate

that the posterior distribution is as one would expect given substantive knowledge of the

history of nuclear proliferation.

11Here, we use the mean of the posterior to calculate point estimates for each parameter.
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Figure 3: Comparison of ν and Jo and Gartzke (2007).

Note that while we use a lognormal prior to constrain each β to be positive, this is not

strictly necessary due to the nature of the data that we implement. Reestimation of the

model without this restriction on the prior returns substantively identical results, producing

a posterior for which each β distribution is well-separated from 0 in a positive direction. This

suggests that a process similar to those in educational testing generates our data, as each

individual strives to achieve a positive outcome on each “question.” Thus, the problem of

reflection does not arise here as it may in other political science applications, such as roll-call

votes, in which on any given vote, some legislators prefer a no vote and on others prefer a yes.

With the details of our estimation strategy outlined, we turn to presentation and discussion

of the results in the following sections.

3 State-Level Results

Here, we discuss our results with an eye towards demonstrating their advantages with respect

to existing measurement approaches. Figure 3 presents a first-pass illustration of the rela-

tionship between the estimates of ν and the additive index of Jo and Gartzke (2007). Note

that the x-axis points in this plot are jittered horizontally to aid visualization of the discrete

additive index. This plot provides evidence for the face-validity of our measure. While there
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is variation from the additive index estimates, the plot indicates that in broad strokes our

procedure picks up on similar features. No points inhabit the upper-left over lower-right of

the graph, indicating that our scores positively correlate with the additive index, picking up

on similar capability patterns.

While the similar predictions of these two approaches indicates that our item-response

estimates have face validity, the differences between the two scores are also informative. In

particular, consider how, within each category along the discrete additive scale along x-axis

of Figure 3, there is substantial variation along the y-axis. This indicates that our model

has picked up on variation within each category that is missing from the additive index.

In particular, there is substantial overlap in the estimated values of ν among observations

assigned values 2 through 4 under the additive index. Many observations assigned a 3 under

the additive index are lower higher values of ν than observations assigned a value of 2 under

the additive index and values of ν higher than observations assigned a value of 4 under the

additive index. Additionally, there is substantial overlap between states assigned the highest

scores under the additive index. This means that there is significant variation even among

states that have very high capability, which indicates that a number of states not participating

in every activity under the additive index are more capable than states that engage in every

activity. Put differently, the 7 category from Jo and Gartzke appear to significantly right-

censor latent capacity.

This overlap is consistent with variation in the difficulty and discrimination properties

of each activity. By weighting each activity equally, the additive index approach implicitly

assumes that two states given a score of 3 are equally capable, even if those scores were

generated from different combinations of activities. However, our procedure can separate

these scores, assigning different values to different activities in terms of their influence on

estimation of the latent trait.

Due to concentrations of particular levels of capability, the scatterplot obscures the precise

distribution of our scores. We therefore include a histogram of ν in Figure 4. Note that the

modal state is at the lowest end of our scale, indicating a concentration of states with very low

capabilities. In contrast, the most capable states on the right end of the scale are infrequent.

States in the middle range are somewhat common and are distributed throughout the interval.

Both the scatterplot and histogram give no historical context or indication of how latency

has changed over time. They simply record one observation per state per year. While those

looking for full state-level variation across time can consult our dataset, Figure 5 provides

a snapshot of the year 2001. When viewed in the context the histogram of Figure 4, which

pools all country-years, worldwide ν scores are generally high at this point. Europe uniformly

has strong latent capacity, while most of Asia and South America rank high compared to
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Figure 4: Histogram of ν-CLEAR estimates across the entire temporal range.
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Figure 5: Estimated latent nuclear capacities in 2001 according to ν-CLEAR. Darker shades
indicate greater capacity.

historical averages. Only Africa lags behind.

This picture of high worldwide levels of nuclear capability is consistent with ongoing

concern that the spread of nuclear technology will inexorably lead to a large number of

nuclear weapons states.12 Our capability estimates provide insight into the validity of this

concern. By comparing our capability scores over time to a benchmark proliferating state and

its score, we can consider whether the trend of increasing capability is likely to correspond to

a trend of nuclear weapons proliferation.

To establish a benchmark state, a particularly astute observer of Figure 5 might notice

North Korea’s middling ν score for 2001. Indeed, most of the rest of the world ranks higher

than North Korea during this time, even though Kim Jung Il’s regime was just five years

away from testing its first nuclear weapon. To some, this may be cause for concern: if North

Korea was so close to developing a nuclear weapon at this time despite such a low score, does

this mean that many other countries could develop a weapon in short order?

Based on observable characteristics, our ν scores indicate this is so. Nevertheless, such

an outcome appears unlikely. Using North Korea’s 2001 ν score as a baseline threshold for

12President John F. Kennedy, for example, feared a world with 25 nuclear powers (Reiss, 2004, 4), and five
states had acquired a weapon by the end of what would have been his first term.
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Figure 6: Nuclear weapons states versus potential proliferators across time. The shaded region
reflects the uncertainty parameters that ν-CLEAR generates.

proliferation capability, Figure 6 plots an estimate, using ν−CLEAR, of states that exceed

this threshold over time. This group grows rapidly from the end of World War II to the late

1960s and then alternates between no growth and low growth. Thus, a large group of states

with relatively high nuclear capabilities is not a product of the 21st Century; capacity has

been high a long period of time.13

In this light, the high capacities worldwide are a cause for optimism. Figure 6 also tracks

the number of states with nuclear weapons over the same period. Despite the explosion of

potential proliferators in the 1950s and 1960s, the number of nuclear weapons states increased

at an extremely slow rate. Security, institutions, and bargaining theory help explain the

discrepancy. States with the capability of developing a weapon may elect not to if the start of

a program would elicit preventive war (Chadefaux (2011); Debs and Monteiro (2014); Spaniel

(2015)). The Nuclear Nonproliferation Treaty (NPT) has codified international commitments

13We should stress that the number of nuclear capable states here is an estimate and not the inherently
correct number; North Korea’s 2001 ν score and each state throughout time come with uncertainty ranges.
Nevertheless, the 0.45 cutpoint has some face validity. While North Korea developed a weapon five years after
having a score of that value, Libya struggled for years with its program and never exceeded 0.26.
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to nuclear reticence, raising the cost of violation and perhaps enhancing a norm against

nuclear weapons use (Tannenwald, 1999). The NPT also provides concessions to signatories,

and rivals can use other inducements to raise the opportunity cost of proliferation (Spaniel,

2015). These successes mean that the discrepancy seen in Figure 6 is not an accident, though

the high levels of global nuclear capacity mean that the nonproliferation regime must remain

vigilant.

Nuclear weapons scholars are likely familiar with this type of figure from (Hymans, 2006,

4). Our ν scores indicate that Hymans’ conceptualization of potential proliferation—based on

Meyer’s (1986) additive index—is conservative. We estimate that the number of capable states

is roughly 50% greater than Hymans’ projections across the time span. This highlights the

weakness of such additive indices, which can place undue weight on unimportant parameters.

The fact that a country with a GDP per capita barely over $1,000 developed a nuclear weapon

indicates that proliferation potential is widespread, as ν uncovers.

This plot also demonstrates our ability to incorporate uncertainty into the analysis of

nuclear proliferation. While the simple count of states with a higher ν score than North Korea

in 2001 provides some information, it is worthwhile to consider whether this measurement is

robust to the uncertainty in the scores. The confidence interval shown in the plot demonstrates

that it is. To create this interval, we simulate draws from the posterior, and in each draw

calculate the number of states with a score higher than North Korea in 2001. After repeating

this process 1000 times, we take the results of these simulations and for each year, plot the

median and a 95% interval around it. Thus, this plot demonstrates that the finding is robust

to an explicit correction for this uncertainty.

With macro-trends out of the way, we turn dyadic comparisons and the evolution of par-

ticular scores over time. This is particularly important due to the fact that such comparisons

highlight two of the major issues with the additive-indexing approach. If each indicator in the

index is not related to the underlying quantity of interest in the same way, then a sum that

does not weight each indicator uniquely may produce poor estimates. Additionally, a sum

of indicators carries no information about the analyst’s uncertainty over how well this sum

maps onto the latent trait of interest. These shortcomings of the additive-indexing approach

result in a number of roadblocks to inference of the true underlying quantity.

First, it is possible that an additive index assigns a clear rank ordering over the latent

traits associated with a pair of states when it should not. To see this, consider Figure 7,

which presents a comparison of the nuclear capability scores Jo and Gartzke (2007) provide

for France and the UK from 1955 through 1965. For the entire time period, France’s score

under the additive indexing approach is consistently higher than the score assigned to the UK.

Clearly, on the basis of this evidence an analyst would be justified to conclude that France’s
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Figure 7: Comparison of France’s and the United Kingdom’s latent capabilities from 1955 to
1965.
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Figure 8: Comparison of the United States’s and Israel’s latent capabilities from 1962 to 1972.

latent capability outranked the UK during this time period. However, the item-response

model paints a different picture. Under ν-CLEAR, beginning in 1960, the rank ordering

becomes much less clear. Indeed, the two procedures produce quite different pictures of

nuclear capability during this time.

Additionally, note that the estimates of ν are themselves generated by incorporating the

same data from which the additive index used in Figure 7 was produced.14 Thus, this differ-

ence does not arise because a different set of indicators was used. Indeed, the more flexible

item response model indicates that the latent capability of France and the UK during this

time period was much closer than under the additive index. Even though the mean of the

posterior distribution of ν indicates that France did overtake the UK beginning in 1960, the

wide confidence intervals around each of the means suggests that scholars should proceed with

caution in establishing a rank ordering between these states during this time period.

The above example of France and the UK indicates that the additive index approach

14Of course, we have included additional variables in this estimation. However, in previous iterations we
have utilized only the scores from Jo and Gartzke (2007). These results produced a plot with similar overlap
to the one presented above, and are available upon request.
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might suggest orderings between states that are not justifiable. But this can also go the

other; the item-response framework can separate states that have the same score under the

additive index. To see an example of how this is possible, consider Figure 8, which plots Jo

and Gartzke’s (2007) measure for the US and Israel from 1962 through 1970. Based on the

additive index, these states had equal capabilities throughout the entire period. However, the

item response approach provides a much different picture. Our approach indicates that the

United States’ latent nuclear capability was greater than Israel’s for the entire period.

These comparisons serve to demonstrate the benefits of our approach. While the preceding

discussion has focused on the capability estimates themselves, a fringe benefit of our model is

that, in overcoming the restrictive weighting assumptions of the additive approach, it produces

information about nuclear production activities themselves. In the next section, we turn to a

discussion of these estimates.

4 Difficulty and Discrimination

A primary advantage of the IRT framework is that it allows for a more nuanced understanding

of the ways in which a variety of activities map onto the latent trait of interest. The addi-

tive indexing approach relies on the strong implicit assumption that each activity is equally

difficult, and that all activities are equally valid indicators of the underlying trait of interest.

The difficulty and discrimination parameters of our model relax these assumptions, allowing

for variation that captures this nuance. In fact, the difficulty and discrimination parameters

themselves provide scholars of nuclear weapons proliferation with interesting information.

Below we discuss these estimates, beginning with a discussion of difficulty and then moving

along to discrimination.

First we consider our estimates of activity difficulty. To be precise, αk can be interpreted

as the difficulty of item k. When a state’s capability, ν, is exactly equal to the difficulty of

an activity, that state will engage in the activity with probability 0.5. When ν > αk, the

state engages with probability above 0.5, and likewise when ν < αk, the state engages with

probability below 0.5.

With this in mind, our model draws interesting results on the relative difficulty of each

input. Table 1 summarizes the results. The coefficients for each α mean are comparisons to

0, where 0 represents the capability of the average state for the category in question. Thus,

the positive coefficient on uranium possession indicates that the average state is unlikely to

fulfill its requirements; in contrast, the negative coefficient on electricity production indicates

that the average state is likely to.

Larger values for α indicate more difficult activities. Consequently—and intuitively—the
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model shows that nuclear weapons tests, nuclear weapons possession, the construction of a

nuclear submarine, as well as heavy water civilian power facilities are among the most difficult

hurdles to pass. Having a nuclear program, an enrichment facility, or non-heavy water civilian

nuclear power plants falls in the middle tier of difficulty. In contrast, the seven components

of the Jo and Gartzke scores rank as the seven easiest categories in our model. This indicates

that limiting the latency discussion to just these components misses out on the critical factors

that play a greater role in revealing latent nuclear capacity.

Table 1: Activity difficulty parameter estimates

α Mean 10th Percentile 90th Percentile

Uranium Possession 0.58 0.56 0.61
Metallurgical Capability 0.15 0.13 0.17

Chemical Capability 0.19 0.17 0.21
Nitric Production 0.33 0.31 0.35

Electricity Production -0.41 -0.43 -0.39
Nuclear Engineering 0.61 0.59 0.63

Explosive Production 0.42 0.40 0.44
HWR Civilian Power 2.49 2.40 2.58

Non-HWR Civilian Power 1.53 1.50 1.57
Uranium Enrichment 1.59 1.56 1.63

Reprocessing 1.49 1.46 1.53
Submarines 2.12 2.08 2.17

Nuclear Program 1.60 1.57 1.64
Nuclear Test 1.84 1.81 1.88

Nuclear Weapons 1.78 1.75 1.82

Moving along, we now turn to discrimination. Recall that discrimination parameter βk

parameterizes the degree to which success or failure in activity k is governed by capability

ν. As before, if a state’s capability is higher than a given activity’s difficulty, then that state

will experience success with probability greater than 0.5 in expectation. The discrimination

parameter determines just how much greater than 0.5 this value is. For higher values of βk,

states that exceed the difficulty barrier become more likely to experience success, while states

that fail to meet the difficulty barrier become less likely to experience success. Thus, one

can interpret an item’s discrimination as a measurement of how much the latent capability

is related to success or failure. When discrimination is high, latent capability is the most

important factor in determining success. When discrimination is low, factors outside the

model govern the process, and latent capability is only noisily related to success.

A topic of debate among nuclear scholars has been how to rank various activities in

terms of how important they are to the process of nuclear proliferation. Our estimates of
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Table 2: Activity discrimination parameter estimates

β Mean 10th Percentile 90th Percentile

Uranium Possession 2.03 1.96 2.10
Metallurgical Capability 4.35 4.17 4.53

Chemical Capability 7.32 6.84 7.83
Nitric Production 7.11 6.67 7.59

Electricity Production 4.93 4.66 5.20
Nuclear Engineering 4.69 4.49 4.90

Explosive Production 3.73 3.60 3.87
HWR Civilian Power 2.09 1.95 2.23

Non-HWR Civilian Power 2.79 2.65 2.93
Uranium Enrichment 4.29 4.02 4.58

Reprocessing 4.00 3.77 4.24
Submarines 4.98 4.57 5.40

Nuclear Program 3.87 3.64 4.12
Nuclear Test 32.26 20.03 48.31

Nuclear Weapons 9.46 8.20 10.85

β can provide some guidance here. A ranking of the β estimates provides information for

how directly related each activity is to latent nuclear capacity. High β activities are those

which are estimated to be governed primarily by latent nuclear capability, with other factors

playing a small role. While both difficulty and discrimination must be taken into account

simultaneously to provide a full picture of capability, they each individually provide crucial

information as to the relative importance of each activity in the proliferation process.

With this, our discrimination estimates are presented in Table 2. Note that chemical capa-

bility and nitric production, despite being relatively low on the difficulty scale, are very high

in terms of their discrimination. This means that states that exceed the difficulty threshold

are quite likely to engage in these activities. In contrast, the operation of enrichment and

reprocessing facilities, while very difficult, has a relatively average discrimination parameter.

Even when a state’s nuclear capability is sufficiently high, barriers besides nuclear capability

provide roadblocks to the management of these sites. Latent capacity influences both a state’s

chemical capability and nitric production comparatively more.

Interestingly, despite being one of the most difficult activities, nuclear submarine posses-

sion has a discrimination value that falls into the middle range. This is consistent with the

notion that, while the capability to engage in nuclear science is a key part of the construction

of a nuclear submarine, many other hurdles are present as well. Indeed, many of these hurdles

are unrelated to nuclear capability, involving engineering and personnel difficulties spanning

multiple realms. As such, the low discrimination of this activity indicates that possession of a
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submarine does not provide as much information about a state’s capability as other activities.

5 Replication

Finally, we demonstrate the utility of our approach by providing a check on the robustness of

two existing results which tie nuclear latency to proliferation and conflict initiation. First, we

replicate the main result of Jo and Gartzke (2007). Next, we replicate Fuhrmann and Tkach’s

(2015) result on conflict initiation.

While there are a number of conflicts between the two measurements of nuclear capability

along the lines of those above, the measures are still notably close to one another, sharing

a correlation of roughly .9. This should be unsurprising, as the original additive index was

constructed with an eye towards measuring activities theoretically related to the production

of nuclear weapons. However, our results indicate that for many country-years, substantial

uncertainty remains. Thus, any regression analysis that uses a measure of capability without

accounting for this uncertainty risks drawing unfounded statistical inferences. Specifically,

this is because a failure to account for this uncertainty in the independent variable of interest

results in a downward bias in the estimated standard error of the associated regression coeffi-

cient. By biasing these estimated standard errors downward, it is possible to draw statistical

inferences based on significance testing that are unwarranted.

To evaluate this possibility, we perform a nonparametric bootstrap using the posterior

distribution of our estimates of ν.15 Specifically, the estimation proceeds as follows. In the

first step, we draw one observation of ν for each state from the posterior distribution. Next,

we merge these scores into the replication data from Jo and Gartzke (2007).16 With this, we

draw a sample (with replacement) of these data equal to the number of observations. Finally,

we perform a logit regression and store the coefficients. This process is then repeated 10,000

times.

Table 3 presents the results of this estimation, along with a straightforward replication of

the original result. For the bootstrapped model that appears in the first column, the reported

coefficient estimates are the means obtained from the stored bootstrap coefficients, and the

standard errors are the respective standard deviations of the stored estimates. Importantly

for our purposes, the coefficient on ν, our alternative indicator of latent nuclear capability,

remains positive and statistically significant. The signs and significance for the controls are

generally consistent as well. Note that the AIC statistic indicates that ν−CLEAR provides

an improvement in model fit over the additive index.

15For a similar use of this approach, see Ashraf and Galor (2013)
16In the model we use a lagged ν estimate.
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Table 3: Replication of Jo and Gartzke (2007) Using ν-CLEAR

Dependent variable:

Nuclear Proliferation

(1) (2)

ν-CLEAR 1.517∗∗∗ (0.143)
Jo & Gartzke Measure 0.855∗∗∗ (0.095)
Economic Capacity −0.602 (1.184) 1.253 (3.394)
Diffusion 0.691∗∗∗ (0.195) 2.181∗∗∗ (0.419)
Conventional Threat 0.698∗∗∗ (0.121) 1.229∗∗∗ (0.250)
Nuclear Rival −0.955∗∗∗ (0.255) −1.528∗∗∗ (0.477)
Nuclear Defender 0.081 (0.146) −0.154 (0.306)
Diplomatic Isolation 0.050 (0.276) −0.278 (0.500)
Domestic Unrest −0.120 (0.083) −0.370∗∗∗ (0.143)
Democracy −0.025∗ (0.015) −0.036 (0.033)
NPT Membership −0.600∗∗∗ (0.195) −1.499∗∗∗ (0.366)
NPT (system effect) 0.006∗ (0.003) 0.002 (0.007)
Major Power 1.636∗∗∗ (0.331) 3.765∗∗∗ (0.627)
Regional Power 1.395∗∗∗ (0.214) 2.907∗∗∗ (0.515)
Count 1 −0.102∗∗∗ (0.014) −0.279∗∗∗ (0.023)
Constant −3.998∗∗∗ (0.597) −11.697∗∗∗ (1.388)

Observations 4,697 4,697
Log Likelihood −215.579 −238.310
Akaike Inf. Crit. 461.157 506.619

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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Next, we consider a second result from Fuhrmann and Tkach (2015). Their analysis

investigates how a target state’s possession of an enrichment or reprocessing facility impacts

the likelihood that it is targeted in a militarized interstate dispute.17 The authors find evidence

consistent with a negative relationship. That is, opponents are less likely to target high latency

states. Data is on directed-dyads from 1945 to 2000 and includes a host of standard control

variables.18 Just as in our replication of Jo and Gartzke (2007), we assess the robustness of this

finding by replacing Fuhrmann and Tkach’s (2015) latency scores with ν-CLEAR estimates

in our probit regressions. Additionally, we bootstrap our confidence intervals to account for

estimation uncertainty.

Table 4 shows that, contrary to the original result, the latency of the target state (Latency

B) does not have a statistically significant connection to conflict initiation. Additionally, the

AIC indicates that our model provides an improved fit. It is worth considering why our

estimates provide a result counter to the original model. One likely possibility is that the

uncertainty in our estimates accounts for uncertainty about the underlying latency, which

was not accounted for in the original analysis. Another possibility is that the latency measure

implemented by Fuhrmann and Tkach (2015) does not incorporate the wide range of activities

that ν−CLEAR does. In particular, the measure originally implemented focuses on the im-

portance of enrichment facilities, with the authors arguing that enrichment and reprocessing

is a key part of state latency. In contrast, our estimates of β indicate that enrichment facilities

are no more indicative of latent nuclear capability than an number of other activities, such as

chemical or metallurgical processing capability. Thus, it is possible that our result differs due

to an improved accounting for the complicated and inherently multi-faceted nature of latent

nuclear capability. A final possibility—and one that Fuhrmann and Tkach anticipate—is that

opponents prefer launching preventive war against high capacity states (Fuhrmann and Kreps,

2010). Consequently, even if latent capacity provides benefits for some (Paul, 2000, 59), this

counterveiling effect masks it.

In the spirit of Fuhrmann and Tkach’s (2015) original analysis, we do not believe that

this result is the “last word” on the relationship between nuclear latency and armed con-

flict. Rather, we have included this replication exercise as a means to illustrate how existing

findings may be sensitive to different measurement approaches. Throughout, we have argued

that ν−CLEAR provides a more flexible, and more principled approach to the measurement

of latent nuclear capability, and we recommend that future scholars utilize these scores in

subsequent analysis.

17This measure has a weak correlation of approximately 0.34 with ν-CLEAR.
18Details of the controls can be found in the original paper.
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Table 4: Replication of Fuhrmann and Tkach (2015) using ν-CLEAR

Dependent variable:

Conflict Initiation

(Robustness Check) (Fuhrmann and Tkach (2015) Replication)

ν A 0.060∗∗∗ (0.018)
ν B 0.002 (0.016)
Latency A 0.151∗∗∗ (0.040)
Latency B −0.133∗∗∗ (0.047)
Nuclear Weapons A −0.228∗∗∗ (0.071) 0.316∗∗∗ (0.053)
Nuclear Weapons B −0.329∗∗∗ (0.078) −0.053 (0.063)
Nuke A * Nuke B 0.190 (0.144) −0.210 (0.135)
Democracy A 0.013∗∗ (0.005) 0.020∗∗∗ (0.005)
Democracy B 0.032∗∗∗ (0.004) 0.043∗∗∗ (0.005)
Dem A ∗ Dem B −0.004∗∗∗ (0.001) −0.005∗∗∗ (0.001)
Rivalry A 0.249∗∗∗ (0.027) 0.286∗∗∗ (0.030)
Rivalry B 0.162∗∗∗ (0.025) 0.162∗∗∗ (0.029)
Dyadic Rivalry 1.079∗∗∗ (0.039) 1.116∗∗∗ (0.038)
Contiguity −0.114∗∗∗ (0.028) −0.137∗∗∗ (0.022)
ln(Distance) −0.057∗∗∗ (0.016) −0.050∗∗∗ (0.013)
Alliance 0.030 (0.033) 0.044 (0.033)
CINC A 4.882∗∗∗ (0.565) 0.398 (0.497)
CINC B 5.014∗∗∗ (0.597) 1.972∗∗∗ (0.573)
CINC A ∗ CINC B −49.340∗∗∗ (9.408) 0.064 (9.737)
Peace Years −0.065∗∗∗ (0.006) −0.061∗∗∗ (0.006)
Spline 1 −0.0003∗∗∗ (0.00005) −0.0002∗∗∗ (0.00005)
Spline 2 0.0001∗∗∗ (0.00003) 0.0001∗∗∗ (0.00003)
Spline 3 0.00000 (0.00000) 0.00001 (0.00001)
Constant −2.270∗∗∗ (0.061) −2.314∗∗∗ (0.057)

Observations 1,051,218 1,051,218
Log Likelihood −7,043.589 −10,051.010
Akaike Inf. Crit. 14,131.180 20,146.020

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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6 Conclusion

Nuclear latency is a central concern to both scholars and policymakers. However, existing

measures suffer from a number of problems due to the inherently unobservable nature of

latent nuclear capability. This paper has adopted an item-response approach to directly

estimate latent nuclear capability from the available data. The product of this approach

is a new, comprehensive dataset on nuclear latency named ν−CLEAR. Rather than relying

on theoretical arguments about the relative importance of nuclear production activities as

indicators of latent nuclear capacity, we have aimed to “let the data speak,” estimating the

relative weights that should be placed on each activity as well as our latent capability scores.

As such, a useful byproduct of this estimation was information about nuclear-related activities

themselves.

Throughout, we have argued that the ν−CLEAR estimates provide a more flexible ap-

proach to measuring latent nuclear capability. Indeed, if the assumptions of existing additive-

indexing approaches were accurate, then our estimation would produce substantively identical

results. However, we found that our estimates depart from existing measures in a number

of important ways. Finally, we demonstrated that the choice of measurement strategy has

important consequences for the inferences drawn from use of latency measures for regression

analysis. We recommend that future work use our scores, as they are both flexible and account

for the uncertainty inherent in the process of measuring unobserved nuclear latency.

While this project represents an improvement over existing measurement approaches, a

number of future extensions are also apparent. One attractive extension of the current model

is to explicitly account for dynamics in the estimation procedure. By incorporating dynamics

into the model, shifts in each state’s estimated capability could be dampened by information

about their capability in previous periods. Such an extension would ameliorate the “lumpi-

ness” that can be seen along the vertical axis in Figure 3. Such a dynamic component has

been incorporated both in the study of Supreme Court justices Martin and Quinn (2002), as

well as in analysis of UN General Assembly votes Bailey, Strezhnev and Voeten (2013).

Finally, for these scores to be useful, it is important that they be robust to future data

collection efforts and theoretical advancements. As such, an important component of this

project is developing a set of user-friendly tools to allow scholars to utilize the item response

approach themselves. With this, as new data arises or theoretical advancements point to new

indicators of nuclear capability, other scholars may use our approach to improve upon the

measures presented here. To do this, we provide user-friendly code to estimate new scores.

This code is written in R, and utilizes the RStan environment for Bayesian estimation. All

that is needed for generation of scores is a properly formatted user-supplied dataset.
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